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Abstract. With the spread of smart devices, companies improve their
services by collecting and utilizing users’ behavioral data. However, the
collected data from the user’s device can create issues concerning the
identification of individuals, and hence privacy protection is required.
Local Differential Privacy (LDP) is a technique that perturbs the user’s
data before sending to the server so that the server is not able to have
access to private data. Unfortunately, LDP is vulnerable to a poisoning
attack in which a set of malicious users disrupt the estimated statistics
by sending crafted data. In 2024, Li et al. showed that fine-grained ma-
nipulation of the estimated means is feasible. In this work, we study a
new fine-grained attack to a multidimensional data with LDP known
as Locally Differentially Private Correlated Key-Value (PCKV) for key-
value data. We evaluate the proposed fine-grained PCKV attack from
both theoretical and empirical viewpoints.

1 Introduction

The exponential growth of data collection across industries has raised significant
concerns regarding user privacy. To address these concerns, Local Differential
Privacy (LDP) [1] has emerged as a fundamental technique that enables orga-
nizations to collect and analyze data while preserving individual privacy. Unlike
traditional Central Differential Privacy, which relies on a trusted data aggregator
to enforce privacy, LDP ensures that data are randomized before they leave the
user’s device, thereby eliminating the need for a trusted third party. This prop-
erty has rendered LDP the preferred choice for large-scale, privacy-preserving
data collection and analytics, with major platforms such as Google [6], Apple [7],
and Microsoft deploying LDP-based systems for tasks like telemetry collection
and user behavior analysis.

LDP is particularly effective in scenarios involving key-value data, where
users submit a set of tuples of sensitive values associated with categorical keys.
Such data structures are ubiquitous in real-world applications, including recom-
mendation systems, telemetry reports, and personalized services. The key chal-
lenges in applying LDP to key-value data lie in the difficulty of perturbing keys
and values while maintaining the accuracy of statistical aggregation. If all key
and value tuples are independently protected, the system suffers from high dis-
tortion to satisfy LDP according to sequential composition. Several studies have
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attempted to address the issue. Ye et al. [15] proposed PrivKV with a multiple-
stage perturbation mechanism that first samples an index from the domain of
all keys before applying LDP noise to the optimized key encoding. The PCKV
of Gu et al. [13] refined Ye’s approach by employing Padding-and-Sampling [11],
which handles a large domain better than the sampling protocol in PrivKV.

However, while LDP provides strong theoretical privacy guarantees, it’s ro-
bustness against adversarial manipulation remains an open challenge. A key
concern is the vulnerability of the LDP mechanisms to poisoning attacks, where
malicious participants inject strategically crafted noise into the data collection
process to manipulate aggregate statistics. Cao et al. [14] studied poisoning at-
tacks on some LDP schemes, GRR [2], OUE [9], and OLH for estimating the
frequencies of the keys. Wu et al. [12] studied poisoning attacks to LDP protocols
for key-value data, PrivKV, PCKV-GRR, and PCKV-UE [13]. Song et al. [22]
studied the countermeasures to prevent users from poisoning.

Recently, Li et al. [3] proposed an advanced poisoning, called fine-grained
attack, which allows the attacker to manipulate statistics estimated from the
LDP scheme. In the conventional poisoning, the attacker’s goal is to disrupt
LDP by injecting fake data to skew the statistical estimate. In contrast, in a fine-
grained attack, the attacker not only skews the statistics but also manipulates
the estimates to arbitrary target values. In their work, they focus on two LDP
schemes, Stochastic Rounding (SR) and Piecewise Mechanism (PM), designed
for mean and variance of numerical values.

In this paper, we explore the fine-grained poisoning to state-of-the-art LDP
schemes for key-value data, PrivKV, PCKV-GRR, and PCKV-UE. Fine-grained
poisoning attacks on key-value data present unique challenges due to the inherent
uncertainty and constraints of the data collection process. Unlike conventional
poisoning, where an adversary directly injects fake data, fine-grained poisoning
must strategically design specific numbers of malicious users sending particular
values during the perturbing processes. One major challenge is that the attack’s
success depends on the target statistics –; if the target key is already highly
frequent, small-scale manipulation may be insufficient to alter aggregate statis-
tics. Conversely, if the target value is too low, large-scale manipulation may be
required. Additionally, it is not trivial which LDP protocols (PrivKV, PCKV-
GRR and PCKV-UE) are inherently more vulnerable to such attack, as the
varying privacy budget and the number of malicious users affect the feasibility
of the attack. Moreover, the same estimation techniques that enhance utility for
genuine users also benefit attackers, allowing malicious players to fine-tune poi-
soning strategies. This dual effect makes it difficult to design a defense to detect
an attacker without harming the accuracy of estimation. Table 1 presents target
statistics alongside the attack objectives, highlighting how our work differs from
conventional studies.

Our contributions are as follows.

1. We propose a fine-grained data poisoning attack against the state-of-the-art
LDP protocols (PrivKV, PCKV-GRR and PCKV-UE) for key-value data.
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Table 1: Attacks to LDP schemes
attack variance mean frequency

disruption of [12]
estimate [14] [5]

Fine-grained [3]
poisoning This work

2. We theoretically analyze the sufficient conditions to launch the fine-grained
poisoning to given key-value data and the target statistics.

3. We empirically evaluate our attacks on some open datasets and show the
comparison across datasets. The results show that our proposed poisoning
methods are mostly feasible with a very small number of malicious users
to send fake data. We also found interesting trade-off between the estimate
accuracy and poisoning resilience. (The most accurate LDP scheme is the
most vulnerable for some target statistics.) The some datasets show consis-
tent behaviors in terms of several key features.

4. We discuss mitigation to prevent the proposed fine-grained poisoning attack.

The remainder of our paper is organized as follows. In Section 2, we define
fundamental notions in LDP and the technical details of PrivKV and PCKV. Our
proposed protocol is described in Section 3, after defining objectives and assump-
tions, the main theorems for strategies to manipulate the estimated statistics to
be targets. Section 4 presents the experiments we conducted using open data,
and clarifies which LDP scheme is the most vulnerable to the proposed attack.
We discuss some possible mitigations to the attack in Section 5. We conclude
this work in Section 6.

2 Preliminary

2.1 Local Differential Privacy

In the local differential setting, each user perturbs input data using a random-
izing mechanism M and sends to a server that cannot distinguish what private
input was perturbed.

Definition 1. Local Differential Privacy Let X and Y be sets of input and
output values, respectively. For a given x ∈ X , a randomized mechanism M
satisfies ε-LDP if and only if for any pair of input x, x′ ∈ X , and any output
y ∈ Y, the probability ratio of outputting the same y should be bounded

Pr[M(x, ε) = y] ≤ eεPr[M(x′, ε) = y]
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2.2 PrivKV

Ye et al. [15] addressed the issue using two variables that are perturbed ac-
cordingly in their proposed LDP algorithm, PrivKV. PrivKV takes inputs in
the form of key-value data, two-dimensional data structure of discrete (key) and
continuous (value) variables, and estimates the key frequencies and the mean
values. Their idea combines two LDP protocols, Randomized Response (RR) for
randomizing keys, and Value Perturbing Protocol (VPP) for perturbing values.
The dimension is restricted to two, but the key-value is known as a primitive
data structure commonly used for several applications. For example, a movie
evaluation dataset consists of ratings for movies, which are stored in a key-value
database where the keys are movie titles and the values are ratings for the titles.
In a smartphone survey, users indicate their favorite apps, such as 〈YouTube, 0.5〉,
〈Twitter, 0.1〉, 〈Instagram, 0.2〉, by stating their total time using those apps.

Let Si be a set of key-value tuples 〈k, v〉 owned by i-th user. In PrivKV, the
set of tuples is encoded as a d-dimensional vector, where d is the cardinality of
the domain of keys K and the missing key is represented as 〈k, v〉 = 〈0, 0〉. For
instance, a set of key-value Si = {〈k1, v1〉, 〈k4, v4〉, 〈k5, v5〉} is encoded as d = 5
dimensional vector Si = (〈1, v1〉, 〈0, 0〉, 〈0, 0〉, 〈1, v4〉, 〈1, v5〉) where keys k1, k4,
and k5 are specified implicitly with 1 at the corresponding location.

Perturbation in PrivKV is performed by random sampling one element 〈ka, va〉
from Si. It has two proceeding steps, perturbing values, and keys. It employs
VPP used in [10] for the chosen tuple. A value of the tuple 〈1, va〉 is replaced by
v+a = V PP (va, ε2), where ε2 is a privacy budget for values. A value of the “miss-
ing” tuple 〈0, 0〉 is replaced by v+a = V PP (v′a, ε2), where v′a is chosen uniformly
from [−1, 1].

It uses RR with privacy budget ε1. A tuple 〈1, va〉 is randomized as

〈k∗a, v+a 〉 =
{
〈1, v+a 〉 w/p p1 = eε1

1+eε1 ,

〈0, 0〉 w/p q1 = 1
1+eε1 ,

where v+a is perturbed as mentioned. A “missing” tuple 〈0, 0〉 is randomized as

〈k∗a, v+a 〉 =
{
〈0, 0〉 w/p p1 = eε1

1+eε1 ,

〈1, v+a 〉 w/p q1 = 1
1+eε1 .

Responder in PrivKV submits the perturbed tuple 〈k∗a, v+a 〉 with the index a of
the tuple.

Given the perturbed tuples 〈k∗a, v+a 〉 sent from n responders, we can estimate
the key frequencies and the mean values as follows. Letting fi be a true frequency
of key ki and f ′i be the observed key frequencies ki = 1 of the perturbed vectors,
we have the most likelihood estimation of frequency as

f̂i =
p− 1 + f ′i
2p1 − 1

, (1)

where p1 = eε1

1+eε1 .
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Let n′1i and n′2i be the observed frequencies of tuples such that 〈kasta , v+a 〉 =
〈1, 1〉 and 〈kasta , v+a 〉 = 〈1,−1〉, respectively. Similar to VPP’s estimation, we
have the most likelihood estimation of the mean values with key ki as

µ̂i =
n̂1i − n̂2i

N
, (2)

where N = n′1i + n′2i and n̂1i and n̂2i are the estimated frequencies of 〈1, 1〉 and
〈1,−1〉, respectively, computed as n̂1i =

N(p2−1)+n′1i
2p2−1 , n̂2i =

N(p2−1)+n′2i
2p2−1 , where

p2 = eε2

1+eε2 .
Because of the compositional theorem of differential privacy, the sequential

composition of randomized algorithms with privacy budgets ε1 (for keys) and
ε2 (for values) is (ε1 + ε2, 0)-differential private. The total privacy budget of
PrivKV is proved as ε = ε1+ ε2 and budgets are arbitrarily assigned. We assume
ε1 = ε2 = ε

2 and conduct some experiments later.

2.3 PCKV

Gu et al. proposed the improved LDP scheme PCKV in [13].
PrivKV has a limitation in sampling and does not work well for a large

domain. Since it uniformly samples an index over the large domain, a limited
number of key-value pairs per user were chosen, resulting in a low estimation
accuracy. PCKV addresses the issue by introducing an efficient Padding-and-
Sampling mechanism.

Sampling.

Input: A set of key-value pairs Si for user i, padding length `.
Output: Sampled key-value pair 〈k, v〉.
Sampling Randomly draw B from Bernoulli process of η = |Si|

max{|Si|,l} . If B = 1

then sample a key-value pair 〈k, v∗〉 uniformly from Si. If B = 0 then set
v∗ = 0 and randomly draw k from {d+1, . . . , d+`}. Set v = 1 with probability
1+v∗

2 , otherwise v = −1 with probability 1−v∗
2 . Return 〈k, v〉.

PCKV-UE. Gu et al. proposed two protocols PCKV-UE (based on Unary
Encoding) and PCK-GRR (based on Generalized Randomized Response). Unary
encoding was optimized according to the work of Wang et al. [9].

Let 〈k, v〉 be input key-value tuple, where k ∈ K ∪ {d + 1, . . . , d + `} and
v ∈ {−1, 1}. In PCKV-UE, the output is (d + `) dimensional vector y =
(y1, . . . , yd+`) ∈ {1,−1, 0}d+` defined as

yk =


v w.p. ap,
−v w.p. a(1− p),
0 w.p. 1− a
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for k, and

yi =


1 w.p. b2 ,
−1 w.p. b2 ,
0 w.p. 1− b

for i 6= k ∈ {1, . . . , k− 1, k+ 1, . . . , d+ `}, where a = 1
2 , b =

2
eε+3 , and p =

eε

eε+1 .

Note that the key is perturbed with privacy budget ε1 = ln a(1−b)
b(1−a) and the

value is perturbed with ε2 = ln p/(1− p). With privacy budget ε = max(ε2, ε1 +
ln(2/(1 + e−ε2)), PCKV-UE is proved as ε-LDP in [13].

PCKV-GRR. In PCKV-GRR, we perturb a key-value data 〈k, v〉 and output
〈k′, v′〉 computed as

〈k′, v′〉 =


〈k, v〉 w.p. ap,
〈k,−v〉 w.p. a(1− p),
〈i, 1〉 w.p. b2 ,
〈i,−1〉 w.p. b2

where i is chosen uniformly over [d+ `] \ {k} and a = `(eε−1)+2
`(eε−1)+2(d+`) , b =

1−a
d+`−1 ,

and p = `(eε−1)+1
`(eε−1)+2 .

Estimation. When a server receives n perturbed data, it counts the frequencies
of value yi = 1 and yi = −1 for key k as nk1 and nk−1, respectively. For frequency
estimation, we calibrate the counts as

f̂k =

nk1+n
k
−1

n − b
a− b

` (3)

and estimate the mean of value for key k as

µ̂k =
n̂k1 − n̂k−1
nf̂k

`, (4)

where n̂k1 and n̂k−1 are given by[
n̂k1
n̂k−1

]
= A−1

[
nk1 − nb

2

nk−1 − nb
2

]
, A =

[
ap− b

2 a(1− p)− b
2

a(1− p)− b
2 ap− b

2

]
.

To improve the accuracy, we perform clipping f̂k into [ 1n , 1] and n̂
k
1 , n̂

k
−1 into

[0, nf̂k` ].
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3 Fine-Grained Poisoning to PCKV

3.1 Problem Setting

Objectives. Our goal is to perform fine-grained poisoning that allows the at-
tacker to manipulate the estimation of statistics as intended values, which is a
more difficult challenge than the conventional poisoning attack that disrupts the
accurate estimate by injecting crafted data.

The fine-grained poisoning was proposed by Li et al. [3]. The first targets of
fine-grained attack were the mean and the variance estimated based on Stochas-
tic Rounding [16] and Piecewise Mechanism [17]. In our work, we study a fine-
grained poisoning to LDP schemes for key-value data including PrivKV[15],
PCKV-GRR, and PCKV-UE[13], clarify sufficient conditions of fine-grained at-
tacks, and quantify which scheme is the most vulnerable to the attack.

Threat model. We assume that a server is untrusted as usual in a local model.
Most n clients are trusted, but the attacker can compromise m malicious users
who violate the predetermined LDP protocols and who are arbitrarily controlled
by the attacker.

We also assume that the target statistics are stable for a longer period and
the rough estimation of the target statistics are available to attackers. However,
the latest values are hidden.

Overview. Fig. 1 illustrates the proposed fine-grained poisoning attack. n gen-
uine users follow the LDP scheme to their sets of key-value data S1, . . . , Sn and
send the perturbed data y1, . . . , yn to a server who estimates the frequency and
mean as f̂k = 0.33 and µ̂ = 0.65, which are close to the true statistics. In the
attacked case, the attacker compromises m malicious users who cast the crafted
data ycraft without perturbing LDP steps and manipulate the estimate so that
E[f̂k] = fk,t and E[µ̂k] = µk,t hold for any key k.

The symbols are summarized in Table 2.

3.2 Poisoning to PrivKV

In PrivKV, after sampling key j, a client sends the perturbed data in 〈1, 1〉, 〈1,−1〉, 〈0, 0〉.
Hence, letting mk

1 , mk
−1 and mk

0 be the numbers of malicious users who send 1,
−1, and 0 for target key k, respectively, and having the known estimations in
Eq. (1), we have an expiated value of the target frequency fk,t as

E[f̂k] = E
[
(nk1 + nk−1 +mk

1 +mk
−1)/(n

k +mk)− q1
p1 − q1

]
'

(E[nk1 + nk−1] +mk
1 +mk

−1)/(E[nk] +mk)− q1
p1 − q1

= fk,t,
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Fig. 1: Overview of the proposed fine-grained poisoning

Table 2: Table of symbols
Notation Description

β The fraction of malicious users (β = m
m+n

)
nk
v The number of genuine users who have value v for key k

mk
v The number of malicious users who have value v for key k

nk,mk The number of genuine and malicious users who have key k
n,m The number of genuine and malicious users, respectively
fk,t The target frequency of users for key k
µk,t The target mean of value for key k
fk The true frequency of users for key k
µk The true mean of value for key k

fk,e, µk,e The attacker’s estimation of frequency and mean for key k

where we approximate the expected value of the quotient of two random variables
X and Y by the first term of Taylor Expansions [18] as

E[
X

Y
] ' E[X]

E[Y ]
− CovX,Y

E(Y ]2
+

E[X]

E[Y ]3
Var[Y ].

By substituting E[nk1 + nk−1] =
nfk
d and E[nk] = n

d , we have

mk
1 +mk

−1 = ((p1 − q1)fk,t + q1)(m
k +

n

d
)− nfk

d
(5)

Similarly, we have the expected value of the target’s value mean

E[µ̂k] = E
[

nk1 − nk−1 +mk
1 −mk

−1
(p2 − q2)(nk1 + nk−1 +mk

1 +mk
−1)

]
' 1

p2 − q2
·
E[nk1 − nk−1] +mk

1 −mk
−1

E[nk1 + nk−1] +mk
1 +mk

−1
= µk,t,



Title Suppressed Due to Excessive Length 9

which can be rewritten by replacing E[nk1 − nk−1] =
nfk(p2−q2)µk

d by

q2m
k
1 − p2mk

−1 =
nfk(p2 − q2)(µk,t − µk)

d
. (6)

For the assignments of malicious users, we make the basic assumption that the
sum of them is equal to the total number of malicious users, which is,

mk
1 +mk

−1 +mk
0 = mk, (7)

and 0 ≤ mk
1 ,m

k
−1,m

k
0 ≤ mk. Finally, putting Eqs (5), (6), and (7) together, we

have the assignment of the number of malicious users to groups who send 〈1, 1〉,
〈1,−1〉 and 〈0, 0〉 in the following theorem.

Theorem 1. A fine-grained attacker manipulates the statistics estimated by
PrivKV to be target frequency fk,t for key k and target mean µk,t by assign-
ing mk

1 , mk
−1, and mk

0 malicious users to groups who send 〈1, 1〉, 〈1,−1〉, and
〈0, 0〉, respectively, such that mk

1

mk
−1
mk

0

 =

 −p2
−p2−q2

−1
−p2−q2 0

−q2
−p2−q2

1
−p2−q2 0

−1 0 1

((p1 − q1)fk,t + q1)(m
k + n

d )−
nfk
d

nfk(p2−q2)(µk,t−µk)
d
mk

 . (8)

Proof. LetA,B, andM beA =

 1 1 0
q2 −p2 0
1 1 1

,B =

((p1 − q1)fk,t + q1)(m
k + n

d )−
nfk
d

nfk(p2−q2)(µk,t−µk)
d
mk


and M =

 mk
1

mk
−1
mk

0

. The constraint with Eqs (5), (6), and (7) is written as

AM = B. The assignment of malicious users can be given by the inverse matrix
A−1.

3.3 Poisoning to PCKV

In PCKV-UE, a user sends (d+ `)-dimensional perturbed vector y of element in
{1,−1, 0}. The goal of the attacker is to determine the assignment of malicious
users for key k. Let mk

1 , mk
−1, and mk

0 be the number of malicious users who
send 1, −1, and 0, respectively. In PCKV-GRR, a user sends key-value data in
either of 〈k, 1〉, 〈k,−1〉, 〈i, 1〉, or 〈i,−1〉, where i is a key such that i 6= k. Hence,
let mk

1 , mk
−1, and mk

0 be the number of malicious users who send 〈k, 1〉, 〈k,−1〉,
and either 〈i, 1〉 or 〈i,−1〉, respectively.

From the frequency estimated for key in Eq. (3), we have the expected value
of the target frequency as

E[f̂k] = E
[
(nk1 + nk−1 +mk

1 +mk
−1)/(n+m)− b

a− b
· `
]

=
(E[nk1 + nk−1] +mk

1 +mk
−1)/(n+m)− b

a− b
· ` = fk,t,
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where we can replace the expected value of nk1+nk−1 by the mean of the binomial
distribution of the probability of support key k as

E[nk1 + nk−1] = nPr[yk = 1 ∨ yk = −1] = n

(
fk
`
a+

(
1− fk

`

)
b

)
.

By rewriting for mk
1 ,m

k
−1, we have

mk
1 +mk

−1 =
a− b
`

((m+ n)fk,t − fk) +mb (9)

Similarly, we consider a restriction on the mean of value. From Eq. (4) and the
approximation of expectation of quotient via Taylor expansion, we have

E[µ̂k] = E

[
`

(n+m)f̂k
·
nk1 − nk−1 +mk

1 −mk
−1

a(2p− 1)

]

' `

a(2p− 1)(n+m)
·
E[nk1 − nk−1] +mk

1 −mk
−1

E[f̂k]
= µk,t.

By substituting the expected value by

E[nk1 − nk−1] =
nfk
`
· a(2p− 1)µk,

we have

mk
1 −mk

−1 =
a(2p− 1)

`
· ((n+m)fk,tµk,t − nfkµk). (10)

Above all, the fine-grained poisoning attack on the target statistics can be solved
by using the simultaneous equations of Eqs (9) and (10).

Theorem 2. A fine-grained attacker manipulates the statistics estimated by
PCKV to be target frequency fk,t for key k and target mean µk,t by assigning
mk

1 , mk
−1 and mk

0 malicious users to groups who send 1, −1 and 0, respectively,
at the k-th element of perturbed output y. mk

1

mk
−1
mk

0

 =

1/2 1/2 0
1/2 −1/2 0
−1 0 1

 a−b
` ((m+ n)fk,t − fk) +mb

a(2p−1)
` · ((n+m)fk,tµk,t − nfkµk)

mk

 . (11)

Proof. LettingA andB beA =

1 1 0
1 -1 0
1 1 1

 andB =

 a−b
` ((m+ n)fk,t − fk) +mb

a(2p−1)
` · ((n+m)fk,tµk,t − nfkµk)

mk

 ,
Eq. (9) and (10) can be written by A

 mk
1

mk
−1
mk

0

 = B and the inverse matrix A−1

gives the attack.
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Table 3: Dataset
dataset # users # keys # records

clothing[19] 105,508 5,850 192,198
movielense[20] 138,493 27,278 20,000,264

3.4 Sufficient Conditions of Fine-grained Poisoning

The matrices in Eqs (8) and (11) are non-singular and are solvable for any given
parameters such as n, d, a, b, p. However, from our assumption, the attacker has
at most m users to control. Too high or low target statistics fk,t, µk,t cannot
be manipulated with the given m. Hence, we have a sufficient condition for the
attack to be successful.

Corollary 1. Let T be a set of target keys. An attacker manipulates the esti-
mated statistics as intended targets if for any k in T ,

0 ≤ mk
1 ,m

k
−1,m

k
0 ≤ mk

and ∑
k∈T

mk
1 +mk

−1 +mk
0 ≤ m

holds, where mk
1 ,m

k
−1 and mk

0 are the number of malicious users determined in
Eq. (8) or (11).

4 Evaluation

4.1 Dataset

To ensure that the proposed attacks are feasible and quantify the risk of esti-
mated statistics in the LDP schemes to be compromised by fine-grained poi-
soning across multiple datasets, we conduct some experiments using the open
datasets, Clothing Fit Dataset [19] and MovieLens 20M Dataset [20]. Table 3
shows the specification of the dataset. Note that there are 192, 198/105, 508 =
1.82 key-value tuples per a user in average in Clothing dataset, i.e., |Si| = 1.82.

4.2 Method

Suppose that the estimated statistics f∗ and µ∗ for uniformly picked 1000 users
out of N = 105, 508 are available to an attacker. The attacker injects m mali-
cious key-value data for the target statistics in Table 4 for PrivKV, PCKV-UE,
and PCKV-GRR. In PCKV, we perform padding of the length ` = 2.0. A server
collects the poisoned data and tries to estimate statistics. We evaluate the Mean
Squared Error (MSE) for the frequency of the keys and mean values, defined
as MSEf = 1

N

∑N
i=1(fk − f̂k,ti)

2 and MSEµ = 1
N

∑N
i=1(µk − µ̂k,ti)

2. For the
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Table 4: Attacked statistics
# target keys target initinal true

dataset |T | fk,t µk,t f∗
k,e µ∗

k,e fk µk

clothing 562 0.300 −0.300 0.022 0.905 0.021 0.740
movielens 562 0.300 −0.300 0.504 0.659 0.486 0.633

estimation accuracy of the LDP schemes, a smaller MSE is better. For the at-
tack accuracy of poisonings, a smaller MSE is more vulnerable. Repeating the
experiment for N = 50 times, we estimate the mean.

4.3 Results

Estimate accuracy. Fig. 2 shows the fundamental estimation accuracy for
PrivKV, PCKV-UE, and PCKV-GRR. We estimated the MSE for the top 50
keys with regard to privacy budgets ε. For both frequencies and means, we found
that PCKV-UE and GRR estimate more accurately than PrivKV. For example,
the MSE of PCKV-UE at epsilon = 1 in frequency is 103 times smaller than
that of PrivKV. PrivKV suffers from reduced accuracy because a user samples
uniformly over the set of full keys and hence bogus data may be chosen when
the number of keys is large. PCKV samples over the set of keys that users own
and PCKV-UE outperforms PCKV-GRR in all cases.

Risk in poisoning. Fig. 3 shows the distribution of MSEs for the estimated fre-
quency (left) and mean (right), with regard to the privacy budget ε. The MSEs
decrease with epsilon for all PCKV-UE, PCKV-GRR, and PrivKV. PrivKV
exhibited the smallest MSE, in terms of frequency poisoning for other schemes,
ranging from 10−1 to 10−3 of that of PCKV. That is, PrivKV is the most vulner-
able LDP in poisoning fake keys. However, in poisoning for values to manipulate
targeted mean, the MSE of PrivKV is stable and independent from ε and PCKV-
UE is the least robust with MSE less than 10−2. In this experiment, the number
of malicious users is constant m = 0.1n.

This behavior is the same in the case when varying the malicious users’ ratio,
β = m/(n +m) in Fig. (4). Namely, as β becomes large, the MSEs of all LDP
schemes decrease. PrivKV is the least in frequency MSE and PCKV-UE is the
least in mean MSE. In this evaluation, we perturb all data with ε = 1.0.

An MSE of poisoning depends on the statistics estimated by the attacker
before injecting fake data. To identify the distribution of accuracy, we observe
MSEs by poisoning with varying statistics, shown in Figs (5) and (6), with regard
to the attacker’s estimation of frequencies fk,e and mean µk,e, respectively. The
MSEs of PrivKV and PCKV-GRR are stable and less dependent on the initial
statistics estimated by the attacker, while these statistics are sensitive in the
MSE of PCKV-UE. We found that the MSE of PCKV-UE is minimized around
the difference between the true and the attacker’s estimated statistics fk,e and
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Fig. 2: LDP accuracy estimated in MSE with regard to ε (frequency (left) and
mean (right)

µk,e. In the evaluation, we give the attacker the true estimation of frequency
(µk,e) for poisoning with varying mean µk,e, and vice versa.

Sufficient condition of fine-grained poisoning. Fine-grained poisoning fails
for extremely high or low target statistics. We identify the minimum number of
malicious users m∗ for which conditions in Corollary 1 are satisfied and plot as
the heat map of malicious ratio defined as β = m∗/(n+m∗) over the space of tar-
get statistics µk,t (horizontal) times fk,t (vertical) in Fig. (7) for PrivKV, PCKV-
UE, and PCKV-GRR. In this experiment, we use ε = 1, fk,e = f∗f,e, µk,e = µ∗k,e.

Surprisingly, the results confirm that fine-grained poisoning is feasible with
a very small number of malicious users m∗. For instance, the minimal ratios
are distributed less than 0.02 in PCKV-GRR (Fig. (7c)), and 0.0005 in PrivKV
(Fig. (7a)), suggesting that PrivKV and PCKV-GRR are very vulnerable to fine-
grained poisoning. We found that the minimum ratio m∗ increases as the target
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Fig. 3: MSE of poisoning with regard
to ε (m = 0.1n)
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Fig. 5: MSE of poisoning with regard
to attacker’s estimation of frequency
fk,e (ε = 1.0, µk,e = µ∗k,e)
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Fig. 6: MSE of poisoning with regard
to attacker’s estimation of mean µk,e
(ε = 1.0, fk,e = f∗k,e)

frequency closes to 1.0 (going to the bottom in Fig. (7a) and (7c)). PCKV-UE
requires a relatively large number of malicious users up to 0.1 (Fig. (7b)). Note
that poisoning becomes more difficult when the smallest target frequency and
mean are given in PCKV-GRR.

4.4 Discussion

Correlation between the estimation and attack accuracies. We found
that the MSE decreases with respect to ε and malicious rate β in Figs 2 and 3.
According to [9] (Theorem 3), the variance of frequency estimation in PrivKV
is

Var[f̂privKV ] = n
d− 2 + eε

(eε − 1)2
,

which is proportional to d and n and the MSE accordingly increases with the
large domain size d = 5852 in the clothing dataset. Obviously, it also decreases
with ε.
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Fig. 7: Minimal malicious ratio β = m/(n + m) for fine-grained poisoning for
target statistics fk,t and µk,t

In contrast, in [13] (Theorem 4), MSEf and MSEµ are given as

MSEf̂ = Var[f̂ ] =
`2b(1− b)
n(a− b)2

+
`f∗k (1− a− b)
n(a− b)

≈ `2h

n

MSEµ̂ = Var[µ̂] <
b+ δ

nγ2
+
b(1− b)− δ

nδ2
µ∗2 ≈ `2(g + hµ∗2

nf∗2
,

where f∗ and µ∗ are true statistics without noise and δ = (a − b)fk/` and
γ = a(2p − 1)f∗/`. Note that MSEs depend on the true statistics f∗ and µ∗ in
both statistics and error could be increased when the privacy budget ε decreases.

Why is PCKV-UE more vulnerable in estimating mean value than PCKV-
GRR and PrivKV? One possible reason is the violation of the sampling step in
poisoning, where m attackers can send fake data without sampling or perturbing
and hence it directly manipulates the estimate. Also note that the frequency is
estimated by all users, while the mean is estimated by a subset of users who
own the target key. Hence, manipulating the mean is easier than altering the
frequency. Additionally, the high accuracy of PCKV-UE is useful not only for
genuine users but also for malicious users.

Choice of LDP The comparison between PrivKV and PCKV shows that
PCKV outperforms PrivKV in estimating the frequencies and mean values in
key-value data. PCKV-UE and PCKV-GRR, however, are vulnerable to fine-
grained poisoning. In the experiment, we see a trade-off between estimation
accuracy and poisoning robustness. Although the requirements of the target ap-
plication should determine the choice, we suggest either PCKV-UE or PCKV-
GRR.

5 Mitigations

There are several countermeasures against poisoning in LDPs. Li et al. proposed
a sampling-then-clustering method to detect malicious behaviors [3]. In their
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scheme, by sampling all possible subsets of predetermined size of users, the
server performed a clustering algorithm to form two clusters, and detected the
skewed statistics from each cluster. With experiments using open data, they
demonstrated that their scheme is practical when the fraction of malicious users
is small.

Horigome et al. [21] explored the robustness of the Expectation-Maximization
(EM) algorithm combined with cryptographic fair sampling, as used in PrivKV.
They demonstrated that the EM algorithm exhibits strong resilience to poisoning
in key-value frequency estimation tasks.

Huang et al. [24] proposed LDPGuard, a defense mechanism for frequency
estimation under LDP. Their method estimates the proportion of fake users and
designs adversarial-aware adjustments to mitigate the influence of poisoning.

Sun et al. [25] developed LDPRecover, a recovery technique that can recon-
struct accurate aggregate frequencies from poisoned data, even without knowl-
edge of the specific attack strategy used. This method is protocol-agnostic and
applicable to a variety of LDP settings.

Zhao et al. [23] proposed RobustLDP, which enhances robustness by broad-
casting pre-defined signals to all users and aggregating their feedbacks. This
approach leverages structured redundancy to detect and suppress malicious ma-
nipulation.

Additional techniques and mitigation strategies are comprehensively sur-
veyed by Song et al. [22], offering an overview of the evolving landscape of LDP
robustness research.

5.1 Limitations

While our proposed method demonstrates effectiveness in perturbing key-value
data under LDP, several limitations must be acknowledged.

First, we do not provide a formal analysis of the computational complexity of
our attack algorithm. While our method is empirically feasible on moderate-sized
datasets, its theoretical efficiency, especially under large-domain or streaming
settings, has not been rigorously analyzed. This limits our ability to assess its
scalability and applicability in more demanding real-world environments.

Second, our investigation into defense mechanisms is limited in scope. We
primarily focus on evaluating the effectiveness of our attack without systemati-
cally studying how existing or novel defense techniques could mitigate the threat.
A more thorough exploration of countermeasures, such as robust aggregation,
anomaly detection, or adaptive noise mechanisms, would be necessary to fully
understand the practical risks posed by fine-grained poisoning.

Third, our attack methodology closely follows the framework proposed by Li
et al. [3], with adaptations to the key-value setting. As a result, the conceptual
novelty of our work is bounded. While we demonstrate new vulnerabilities in the
LDP setting, the lack of significant innovation in the core attack strategy limits
the broader methodological impact.

We leave addressing these limitations to future work.
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6 Conclusions

In this paper, we investigated the feasibility of fine-grained data poisoning at-
tacks in the LDP setting, with a particular focus on key-value data collection
protocols, including PrivKV, PCKV-GRR, and PCKV-UE. We demonstrated
that an adversary with limited knowledge and a modest number of compro-
mised users can effectively manipulate the output of frequency estimation tasks
by carefully perturbing their reports. Our attack strategy exploits the estima-
tion procedures of existing LDP mechanisms, pushing them to overrepresent or
suppress specific keys.

Through empirical evaluation on real-world datasets, we showed that the
proposed attack significantly distorts frequency estimates under various LDP
protocols. The results highlight a critical vulnerability in the current landscape
of privacy-preserving data collection, where the focus has traditionally been on
privacy guarantees rather than robustness against adversarial input. Our work
thus emphasizes the need to re-evaluate the threat model in LDP systems, con-
sidering not only passive privacy leakage but also active manipulation.

While our attack is based on established principles and follows the framework
proposed by Li et al. [3], we adapted it to the key-value setting, which presents
new challenges in terms of perturbation granularity and target selection. How-
ever, our approach inherits limitations in novelty and generalizability, and does
not yet incorporate comprehensive defenses or theoretical complexity analysis.

This study opens several promising directions for future work. First, further
research is needed to develop lightweight and protocol-compatible defense mech-
anisms that can resist poisoning without compromising utility. Second, formal
analysis of the computational complexity and optimality of both attack and
defense strategies would strengthen our understanding of their practical appli-
cability. Finally, more holistic evaluations involving real-world deployments and
adaptive adversaries will be essential to validate the real-world risk and resilience
of LDP-based systems.

Ultimately, ensuring the trustworthiness of statistics derived from LDP re-
ports requires a shift in perspectiveâĂŤfrom privacy-preserving data collection
to adversary-resilient analytics. Our findings contribute to this growing body of
work by shedding light on an emerging class of threats in the LDP ecosystem.
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