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Abstract. Explainability has gained attention to ensure fairness and
transparency in machine learning models, providing users with an un-
derstanding of artificial intelligence (AI) models. Machine Learning as a
Service (MLaaS) platforms offer several methods to explain model out-
puts. Patel et al. proposed DPGD-Explain, model explanations with dif-
ferential privacy. They proved that the DPGD-Explain provides secure
model explanations in the sense of central differential privacy. Neverthe-
less, it remains unclear if model explanations with a differential privacy
guarantee are vulnerable against the record reconstruction attack given
some pairs of input data and model explanations. In this study, we in-
vestigate the record reconstruction risk of DPGD-Explain, in terms of
privacy budget and quality.
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1 Introduction

Machine learning (ML) models have recently been used in important use cases,
including finance [1], healthcare [2], and E-commerce [3]. One of the well-known
issues with artificial intelligence (AI) models is the lack of transparency. Many
kinds of models, particularly deep neural networks and ensemble models, have
complex internal structures regarded as “black boxes,” which render the internal
analysis of the model’s logic challenging. Therefore, it is still not clear how models
arrive at their decisions. For a trusted application, we need some transparency
about the mapping between the input features and the outputs of the model
used.

Explainable AI (XAI) technologies are necessary to guarantee the trans-
parency of the models and explain the relationship between their input features
and outputs [4, 5]. XAI helps to build trust by providing AI users with insights
into how systems work and why they have made specific decisions. In addition
to gaining transparency in AI models, XAI can also reduce biases in AI mod-
els and social concerns about their use. Currently, XAI indices are available for



most machine-learning-as-a-service (MLaaS) platforms, where ML models are
explained with XAI indices that describe how the input features affect the out-
puts of the models. In particular, Shapley-value-based XAI methods [6–8] are
state-of-the-art technologies and are available in the major commercial MLaaS
platforms, including Amazon Web Services [9], Google Cloud [10], and Microsoft
Azure [11].

XAI is useful for providing legitimate users with the semantics of the model.
However, it is also useful for an attacker who tries to guess the private training
data of the model. The training data could be leaked from rich and informative
internal information via XAI indices. For example, Luo et al. [12] showed that
private input record values can be inferred from an explanation based on Shap-
ley values. They proposed an algorithm that estimates attribute values using
a gradient-descent method with a sampled auxiliary dataset. This enables pri-
vate records to be reconstructed with a significant probability of success. They
also demonstrated the feasibility of attacks using six open datasets plus three
synthetic datasets and four black-box AI models.

To explore a more resilient explanation, in 2022, Patel et al. [13] proposed a
new XAI method, called DPGD-Explain, which guarantees differential privacy.
DPGD-Explain adds Gaussian noise to the model explanations, to gain robust-
ness against estimation risk in the cost of reducing the explanation quality cali-
brated with the noise magnitude. Therefore, DPGD-Explain minimizes the scale
of noise enough to explain the model. Moreover, it is not clear how robust the
record reconstruction risk is from the model explanations from DPGD-Explain.
Note that differential privacy guarantees output privacy, but this does not imply
that it is free from the risk of record reconstruction. It is unknown if the two
risks are correlated or independent.

To answer these questions, we conduct experiments to investigate the utility
of the model explanations from DPGD-Explain and the robustness against the
record reconstruction attack. Using two open datasets, Adult dataset [14] and
IMDB Movie Reviews dataset [15], we compare the record reconstruction risk of
DPGD-Explain with the risk of Local Interpretable Model-agnostic Explanations
(LIME) [16], which uses the linear model for generating the model explanations
as similar as DPGD-Explain.

Our work makes the following contributions:

– We empirically clarified the relationship between the privacy budget and the
record reconstruction risk about DPGD-Explain in terms of privacy budget.
We confirmed that the risk of DPGD-Explain is lower than the risk of non-
private model explanations.

– We compared the record reconstruction risk of DPGD-Explain and LIME.
We found that the noise addition in DPGD-Explain reduces the privacy risk,
however, the utility of noised model explanations was getting worse. There
are fewer correlations between noised DPGD-Explain and LIME, while non-
private DPGD-Explain and LIME have highly positive correlations.

The remainder of the paper is organized as follows. In Section 2, we introduce
some background definitions, LIME, DPGD-Explain, and some related work. In



Section 3, we present the problem statement and the threat model assumed
in our study. We show some examples of record reconstruction attacks on a
toy example, aiming to provide valuable insights into the attack methods. In
Section 4, we describe our experiments using open data with various parameter
settings. We discuss the generalization of our methodology and its limitations
in Section 5. We also suggest a possible approach to mitigating the effects of
reconstruction attacks. We conclude our work in Section 6.

2 Preliminaries

2.1 LIME

LIME, proposed by Ribeiro et al. [16] in 2016, is a method for providing an
explanation for each input feature. The method approximates the behavior of
a black-box model f around the specific input vector x = (x1, . . . , xn) with an
interpretable model such as a linear regression, decision tree, or rule-based model.
We assume that the explanation model g is a linear model g(x) = wTx+b, where
the coefficient vector w gives the explanation.

Let L be a loss function for training the explanation model g, defined as:

L(f, g, πx) =
∑

z,z′∈Z

πx(z)(f(z)− g(z′))2,

where πx(z) = e−D(x,z)2/σ2

is a function with a parameter σ, which determines
the weight of the loss based on the distance D(x, z), z is an n-dimensional
vector like x, and the simplified vector z′ is created by selecting some of the
elements of z. The set Z is composed of the pair of z and z′. For example, when
x = (1.5,True, A) and z = (1.5,False, B), the simplified vector is z′ = (1, 0, 0).

Let G be a possible set of models g and let Ω(g) be the number of nonzero
elements in w. Then, the explanation ξ(g) is fitted by an objective function as
follows:

ξ(x) = arg min
g∈G

L(f, g, πx) +Ω(g).

2.2 DPGD-Explain

DPGD-Explain [13], proposed by Patel et al. in 2022., is a method to preserve the
XAI values using differential privacy [17]. Let f be the black-box model, z be the
input vector z = (z1, ..., zn), ϕ be the model explanations ϕ = (ϕ1, ..., ϕn) for the
input vector z. Then, DPGD-Explain approximates the behavior of the black-
box model f around the specific input vector z as the linear model g(x, z) =
ϕT (x− z).

Let L be a loss function for training the explanation model g, defined as:

L(ϕ, z,X , f) := 1

|X |
∑
x∈X

α(∥x− z∥)(ϕT (x− z)− f(x))2 (1)



Algorithm 1 Differentially Private Model Explanations[13]
Input: PoI z ∈ Rn, explanation dataset X , loss function L, privacy budget (ϵ, δ), the

number of gradient descent iterations t, learning rate function η(t) ∈ R+

Output: explanation vector ϕt after t steps

1: Set the parameter for the Gaussian mechanism σ ← 1
mϵ

√
16t log

(
e+

√
tϵ
δ

)
log t

δ

2: Initialize ϕ0 with an arbitrary vector in C
3: return DPGD-Explain(ϕ0, σ, t)
4:
5: procedure DPGD-Explain(ϕ0, σ, t)
6: for τ ∈ 0, . . . , t− 1 do
7: ξt ← ϕt − η(t)

(
∇L(ϕτ ) +N (0, σ2I)

)
8: ϕτ+1 ← arg min

ϕ∈C
∥ϕ− ξτ∥

9: end for
10: return ϕt

11: end procedure

, where X is an explanation dataset with m rows and n columns, α : R+ → R+

is a weight function that takes smaller values than the distance between two
vectors ∥x − z∥| increases. For example, α(d) = exp(−d) is one of the weight
functions.

Then, the optimal explanation of DPGD-Explain ϕ∗ can be solved by such
as:

ϕ∗ = arg min
ϕ∈C

L(ϕ, z,X , f) (2)

, where C = {ϕ : ∥ϕ∥ ≤ 1}.
DPGD-Explain guarantees differential privacy by adding noise to gradients

in stochastic gradient descent (SGD), as shown in Algorithm 1.
Given the explanation vector ϕ generated by using the explanation dataset

X and the explanation vector ϕ′ by using the neighborhood explanation dataset
X ′ which have only one different record in compared with X , DPGD-Explain
guarantees (ϵ, δ)-differential privacy as follows:

Pr[ϕ ∈ S] ≤ eϵ · Pr[ϕ′ ∈ S] + δ (3)

2.3 Feature Inference Attack on Shapley Values

System Model In a system model, the service provider trains their black-
box models f based on a private training dataset Xtrain and uses them for
their service provided on MLaaS platforms. Fig. 1 shows the overview of their
system model. The Attacker has access to the Service with its explanation for
target User j. Given the explanation ϕ(xj ;x0, f), the Attacker attempts to
reconstruct the original record xj using the attack model ψ(ϕ).



     

        

            
  

       

  

  

      
        

                   

                  
       

  

         
     

   

            

        

      
        

                   

                  
      

  

    

     

       

           

    

     

      

Fig. 1. Overview of the system model

Threat Model An attacker can send data to the service and receive the Shap-
ley values as an explanation of the data. In addition, the attacker can steal
the Shapley values of other users from the service. Under this assumption, the
attacker performs the feature inference.

2.4 Related Work

Explainable AI (XAI) Metrics The XAI techniques that explain the behav-
ior of the black-box models can be classified into global and local methods.

The global XAI methods explain the overall behavior of the model and cal-
culate the static importance of each feature. For example, in 2016, Datta et al.
proposed Qualitative Input Influence (QII) [18], a method that quantitatively
evaluates the importance of the input features on the model’s output for all in-
put records. In 2020, Covert et al. proposed Shapley Additive Global Importance
(SAGE) [19], which calculates the importance of features based on the Shapley
values [6], proposed in 1953 from the context of the cooperative game theory.
These methods do not rely on specific input records. Although these methods
provide the static global importance of input features independent of specific in-
put records, they cannot explain the dynamic behavior of the model concerning
individual input records.

On the other hand, the local XAI methods produce the feature importance
of each input record. For example, LIME [16] proposed by Ribeiro et al. in 2016
gives a local explanation by approximating the decision boundaries of the black-
box model around a specific input vector with a linear model. In addition, there
are many local XAI methods, such as DeepLIFT [20], an explanatory method for
neural networks proposed by Shrikumar et al. in 2017, Grad-CAM [21], proposed



by Selvaraju et al. in 2017 for images, Anchors [22] proposed by Ribeiro et al.
in 2018, and some explanation methods based on Shapley values [8, 7].

The model explanation methods that mention differential privacy guarantees
include QII by Datta et al. and DPGD-Explain [13] by Patel et al. In particular,
Patel et al. propose a method for generating model explanations that guarantee
differential privacy and evaluate the utility of the model explanations. However,
Patel et al. only evaluate the utility, and the privacy risk of DPGD-Explain
against previous attack methods when using a large privacy budget enough to
utilize is not clear.

Therefore, our work focuses on LIME and DPGD-Explain and conducts some
experiments.

Privacy Risk of XAI There are privacy risks in XAI. For example, membership
inference attack [23–25], model extraction attack [23, 26–28], attribute inference
attack [12, 29], and adversarial attack [23, 30]. In 2024, Liu et al. [25] proposed
the membership inference attacks against seven types of XAI, including LIME
and Grad-CAM, and showed that the model explanations leak information on
training data. In 2023, Yan et al. proposed an XAI-aware Model Extraction
Attack (XaMEA) [27] and showed that the model explanations leak information
about the model.

In 2022, Luo et al. proposed a feature inference attack on Shapley values [12]
and investigated the privacy risk of model descriptions based on Shapley values.
Unlike existing methods, the proposed attack by Luo et al. is an attack that
reconstructs input records. However, it is not clear whether the differentially
private model explanations are also vulnerable, similar to Shapley values, against
their attack method or not.

3 Problem Statement

3.1 Record Reconstruction Attack

We can define a record reconstruction attack (or a feature inference attack) [12]
as follows.

Let f and ψ be black-box and attack models, respectively. Let Xtrain, Xaux,
and Xtest be a training dataset for training f , an auxiliary dataset for training ψ,
and a test dataset, respectively. Let xj = (xj1, ..., x

j
n) be an input vector for the

user j = 1, . . . ,m. Let x0 and ϕ(xj ;x0, f) be the reference sample and the model
explanations from DPGD-Explain of the input vector xj , respectively. Given the
explanation dataset Saux for all xaux ∈ Xaux and the black-box model f , the
attacker trains the attack model ψ : Saux → Xaux. The explanation dataset Saux

does not include the target input vector xj .



Table 1. Example dataset

x1 x2 x3 x4 y

Xtest

1.8 0.1 0.3 −0.4 1.9
0.4 1.5 0.6 1.0 −0.2
1.0 0.8 0.7 0.7 0.5
2.2 0.1 0.3 −0.1 2.2
1.9 0.4 0.8 1.0 1.1

Xtrain (Xaux)

−1.0 0.3 −0.3 −0.5 −1.2
1.0 1.5 1.4 0.1 0.9
−0.2 −0.2 0.0 0.0 −0.2
−0.1 0.3 0.0 0.5 −0.1
0.4 −0.9 −0.4 −1.3 −0.1

Table 2. The model explanations
si ∈ Stest when x1, x2, x3, x4, and
x5 represent the reference sample

s1 s2 s3 s4
x1 1.30 0.02 0.06 −0.04
x2 0.28 −0.29 0.18 0.34
x3 0.72 −0.13 0.21 0.26
x4 1.59 0.02 0.06 0.04
x5 1.37 −0.04 0.25 0.34

3.2 Example of a Record Reconstruction Attack

Consider an example dataset of 10 rows and 5 columns. We synthesize the dataset
x1 = n1, x2 = n2, x3 = n1n2, x4 = n2n3, and y = x1 − x3x4 using three
independent identically distributed sequences n1, n2, and n3, as shown in Table 1.

Let Xtest and Xtrain comprise rows 1 to 5 and rows 6 to 10 of the dataset,
respectively. The model explanations are computed with the explanation dataset
Xtrain.

Table 2 shows the dataset of model explanations Stest for the input dataset
Xtest with the linear black-box model f trained for the dataset Xtrain in the
example.

The attacker’s MAEs for the model f and the estimation algorithm ψ are
then shown in Table ??. f and ψ are either a linear regression or a decision
tree. They are implemented via scikit-learn and trained on Xtrain. Note that
the input features are correctly estimated without error when f and ψ are both
linear models.

3.3 Evaluation Metrics

We use the success rate (SR) for evaluating the record reconstruction risk. In
addition, we use the mean squared error (MSE) between the noised explana-
tions and the optimal explanations in DPGD-Explain as the utility of the model
explanations.

Success Rate The SR represents the ratio of the correctly estimated features to
all input features. We say that a feature estimation is a success if the estimated
value is identical to the original values for discrete variables. For continuous
variables, the estimation is a success if the absolute error is below a particular
threshold value. The SR of the estimated data x̂ for the dataset x is given as:

SR(x̂,x) =
success(x̂,x)

mn
, (4)

where success(x̂,x) is the number of the correctly estimated features.



Table 3. Open Dataset using Experiments

Dataset Num of Records (m) Num of Attributes (n) Classes
Adult [14] 48, 842 14 2

IMDB Moview Reviews [15] 50, 000 500 2

Utility of Model Explanations We evaluate the MSE between the non-
private explanation vector ϕ∗ with ϵ = ∞ and the private explanation vector ϕ
as the utility loss of the model explanations.

MSE(ϕ,ϕ∗) =
1

n

(
(ϕ1 − ϕ∗1)

2 + · · ·+ (ϕn − ϕ∗n)
2
)

(5)

4 Experiments

4.1 Dataset

Table 3 shows the dataset used for the experiments. The Adult dataset has 14
features and income as the binary target variables. The IMDB dataset consists
of free text data of movie reviews and positive/negative labels. For the prepro-
cessing, we choose the top 500 words in frequency and convert each review to a
binary vector indicating whether the word is included or not.

For these settings, we aim to clarify the relationship between the record
reconstruction risk and the utility of DPGD-Explain.

4.2 Experimental Settings

We investigate the record reconstruction risk and the utility of the model expla-
nations from DPGD-Explain.

The black-box model f is the logistic regression, implemented using scikit-
learn. The attack model ψ is the neural network implemented using PyTorch [31],
which has an n-dimensional input layer, a c-dimensional output layer, and two
hidden layers of 2n neurons. The activation functions are softmax for the output
layer and sigmoid for the remainder.

In the experiment, we evaluate the SR with regards to the privacy budget
ϵ = 0.01, 0.1, 1, 10, 100,∞. We set δ = 10−6 for all experiments. Also, we evaluate
the MSE between the noised model explanations and the optimal model expla-
nations in DPGD-Explain with regards to ϵ = 0.01, 0.1, 1, 10, 100. In addition,
we compare the record reconstruction risk between LIME and DPGD-Explain.

4.3 Results

Figs. 2 and 3 show the SR of record reconstruction with regards to the privacy
budget ϵ. We expected the SR to increase with ϵ, however, the results for Fig. 2
showed both increase and decrease, while those for Fig. 3 showed no change. For
the Adult dataset, for any ϵ, the SR was lower than the model explanations with
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Fig. 2. The SR for the Adult dataset
with regards to the privacy budget ϵ
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Fig. 3. The SR for the IMDB dataset
with regards to the privacy budget ϵ
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planations for Adult dataset w.r.t. pri-
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Fig. 5. The utility loss of the model ex-
planations for IMDB dataset w.r.t. pri-
vacy budget ϵ

ϵ = ∞ and higher than the random prediction. However, for the IMDB dataset,
for all ϵ, the SR is higher than the model explanations with ϵ = ∞.

Figs. 4 and 5 show the utility loss of DPGD-Explain with the privacy budget
ϵ. For both the Adult and IMDB datasets, the utility loss decreases as ϵ increases.
However, the utility losses are almost the same with ϵ = 0.01, 0.1, 1.

Fig. 6 shows the comparison between the SR of LIME and that of DPGD-
Explain. The model explanations of LIME are more vulnerable than that of
DPGD-Explain for all sizes of the auxiliary dataset |Xaux|. With noise addition,
DPGD-Explain can reduce the privacy risk.

5 Discussion

5.1 The Relationship between the SR and the Dataset Imbalance

In Fig. 3, for any ϵ, the SR is higher than the model explanations with ϵ = ∞. We
think this is because the input vector from the IMDB dataset is a 500 dimensional
binary vector, which is an unbalanced dataset with most of its feature values
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Fig. 7. Example of ROC curves for the
predictions of the attack model ψ when
ϵ = 10

0.0 0.2 0.4 0.6 0.8 1.0
False Positive Rate

0.0

0.2

0.4

0.6

0.8

1.0

Tr
ue

 P
os

iti
ve

 R
at

e

AUC = 0.72

Fig. 8. Example of ROC curves for the
predictions of the attack model ψ when
ϵ =∞

being 0. Since the attack model ψ learns binary classification of whether a word
is included or not, it is difficult to learn in a situation where most of the features
in the training dataset are 0. Therefore, the SR is increased by outputting more
0 when the input is a noisy description due to failure in training.

To test this hypothesis, we investigate the accuracy of the attack model ψ by
using the example of the ROC curves for ϵ = 10,∞, shown in Fig. 7 and 8. The
large change from the False Positive Rate of 0.0 to that of 0.2 in Fig. 8 is due
to the concentration of the predicted value of the attack model ψ at a specific
value, which is considered to change significantly when the threshold value is
changed across the value. Then, we can say that the attack model ψ did not
learn well when the noised model explanations were given.

5.2 Explainability of DPGD-Explain

Fig. 9 shows the difference in the model explanations between LIME and DPGD-
Explain. Since the input sentences are negative, we focus on two words “awful”



LIME
Absolutely one of the worst movies I've ever seen! ``The Beginning'' was not the 
greatest either but better than this one. This is not a good way to lead up to the 
original movie. It's just simply awful!

DPGD-Explain (𝝐 = ∞)
Absolutely one of the worst movies I've ever seen! ``The Beginning'' was not the 
greatest either but better than this one. This is not a good way to lead up to the 
original movie. It's just simply awful!

DPGD-Explain (𝝐 = 𝟏𝟎)
Absolutely one of the worst movies I've ever seen! ``The Beginning'' was not the 
greatest either but better than this one. This is not a good way to lead up to the 
original movie. It's just simply awful!

Fig. 9. Example of the explainability of
LIME and DPGD-Explain, with posi-
tive values shown in orange and nega-
tive values shown in blue.
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Fig. 10. Explanation values of LIME
and DPGD-Explain（ϵ = 10,∞）for
the words in the input sentences

and “worst”, which are likely to be influential. Both LIME and non-private (ϵ =
∞) DPGD-Explain got negative values, while noised DPGD-Explain did not
explain well.

Fig. 10 shows the scatterplot of the explanation values for each word in the
input sentences for LIME and DPGD-Explain. The horizontal axis is the expla-
nation values of LIME and the vertical axis is the explanation values of DPGD-
Explain. We see the positive correlation between LIME and non-private DPGD-
Explain at ϵ = ∞, however there is no correlation when ϵ = 10. Therefore, the
explainability of DPGD-Explain decreases as the privacy budget ϵ decreases.

6 Conclusion

In this work, we experimentally evaluated the differentially private model expla-
nations, DPGD-Explain, from two perspectives: the record reconstruction risk
and utility. The explanation vectors of DPGD-Explain approximate the optimal
explanation vector at ϵ = ∞ as the privacy budget ϵ increases. In the exam-
ple of the explanation vector for the input sentences, LIME and non-private
DPGD-Explain gave similar explanations, however, noised DPGD-Explain did
not explain well. On the other hand, the record reconstruction risk of DPGD-
Explain can be decreased as the noise is added.

In our future work, we will examine potential ways to increase the utility
of the model explanations while adding noise with ϵ. In particular, we believe
that the XAI method that guarantees differential privacy without using gradient
descent can improve the utility of the model explanations since the privacy loss
accumulates with the number of steps of the gradient descent.
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